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Introduction

Why continual learning ?
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Continual Learning for Adaptive Models

Classic static supervised learning: Solve a
specific task by learning from a fixed data
distribution.

=
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Continual Learning for Adaptive Models

Classic static supervised learning: Solve a l? What if... the training data comes as a
specific task by learning from a fixed data stream?
distribution.

=
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Continual Learning for Adaptive Models

Classic static supervised learning: Solve a l? What if... the training data comes as a
specific task by learning from a fixed data stream? and if the distribution changes over
distribution. time?

=
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Continual Learning for Adaptive Models

Classic static supervised learning: Solve a l? What if... the training data comes as a
specific task by learning from a fixed data stream? and if the distribution changes over
distribution. time, continuously, and without access to

past data ?

Only access to

= *
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Continual Learning for Adaptive Models

Continual learning aims at:

> Learni ng continuously and Static machine learning Continual machine learning

adaptively about the external world Learn once Learn continually
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=% = @GP
> A more sustainable way of training ’ D ’

and deploying machine learning Deploy once Deploy continually
models

» Autonomously developing more
complex skills and knowledge

Q0 ¢

» Suited for constrained applications
(storage, privacy, computation, ...)

Q0 p

@
[

(Lomonaco et al. 2020, Hayes et al. 2022)
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The incremental learning
framework

Focus on Class-Incremental Learning
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Types of Incremental Learning

Domain-incremental learning

Learnf : X - T
Increasing number of domains

Step s, Step s,
'; (Y Y} ;
Driving by day, Driving by night,

sunny weather rainy weather

handling an increasing number
of accents in an ASR system

(van de Ven et al., 2022)

03/07/2025

Task-incremental learning

Learnf : X,C—>TUY
Increasing number of tasks
(and classes)

Step s, Step s,

s

}u‘;&.ﬁ Biwo. NI
Animals Vehicles

learning an increasing
number of tasks (intent
classif. then emotion reco.)
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Input x € X, labely € U,
Task identifier c € C.

Class-incremental learning

Learnf : X - T
Increasing number of classes,
no task label

Step 54 Step s,
o° J
e & &
‘m y 9y =
-
Some animals Some other

animals

recognizing an increasing
number of speakers



Hypotheses

* Availability of task labels ?
* Availability of class labels ?

e Task boundaries ?
e Batches of data vs true stream/online

- Focus on supervised Class-Incremental Learning in this tutorial
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Class-Incremental Learning

Notations and Hypotheses

A sequential learning process composed of T non-overlapping
learning steps sy, S5, ..., St

To each step s; is associated a subset of data D; correspondingto a
set of classes P;. All class sets Py, ... P are disjoint, i.e.

v(i,j €LT]i+#jP,nP =0.

(Li and Hoiem, 2016; Rebuffi, 2017)
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Step

Dataset

New classes
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Class-Incremental Learning

Notations and Hypotheses

A sequential learning process composed of T non-overlapping
learning steps sy, S5, ..., St

To each step s; is associated a subset of data D; correspondingto a
set of classes P;. All class sets Py, ... P are disjoint, i.e.

v(i,j €LT]i+#jP,nP =0.
Training
At the first step s¢, train the model M; using the dataset D;.

Fori =2,3,...,T, atthe step s;, M; first recovers the weights from
M;_, that was obtained in the previous step s;_;.

Train M; using the examples of the dataset D; with the objective to
recognize all the classes from P; U P, U --- P;. Optionally, use a
memory buffer B; € Dy U D, ...U D; andtrainon D; U B;.

(Li and Hoiem, 2016; Rebuffi, 2017)
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Step  Dataset Model

. @~

ST DT :>
—_——

g

Atstep S; :

= Training samples from D;

Test samples from UT_, D;
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CIL — Evaluation

Average incremental accuracy A4

For a data streem D =D; UD, ...U
Dy composed of T batches of classes:

1
A = F ’lrzlACC(Mi,Dl U Dz U ... Dl)

The average of the classification accuracies of
the model M; on the cumulated test set D; U

D, U .. D;,.

(Rebuffi etal., 2017)

Test set at
step...

D, Ajf1,1]
D, | D, Aj[1,2]
D, | D, | Dj Aj[1,3]
Dy | D | D3 | D, Aj[1,4]
Dy | Dz | D3 | Dy | Ds | 44
N J
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A=

Uil =

5 J
Z Ai1]
i=1

Ai,[l,i] = ACC(Mi,Dl U DZ U ... Dl)
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CIL — Evaluation

Average forgetting F
getorgetiing D, D, Dy Dy Dy
T—1
F = ;z max Acc(M;, D;) — Acc(My, D;) sp | A
T —14aisjsT )7t =
t=1 . SZ A2,1 A22
The average value of the maximum accuracy drop
over the incremental process for a given subset s; | As1 | Asz | Az
D;.
54 A41 A42 A4,3 A44
sg | Asa | Asz | Asz | Asa | Ass

(Chaudhry et al., 2018)

03/07/2025

i<j<5

4
1
F = Zz max ACC(Mj,Di) — Acc(Ms, D;)
i=1

PFIA 2025 - Continual learning tutorial
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CIL — Evaluation

Complementarity of evaluating accuracy and forgetting

Accuracy

A

03/07/2025

>
Learning steps
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Stability-Plasticity trade-off

EFCIL algorithms need to balance stability and plasticity

Plasticity Stability
o
™ R
Catastrophic forgetting Plasticity loss
(McCloskey et al. 1989) (Dohare et al. 2024)

(Mermillod et al. 2013)
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Challenges of CIL: naive fine-tuning

Step S1 Encoder ¢1
A0~

Input image from
classcy, € P; @
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Image embedding

Class ¢, ° Class c3
© @ "
([ ] ‘.
o .... HE N
)y F mu"
Hi = © @ "0,
o © n m M3
‘‘‘‘‘‘ m T [ |
"""""""" A A o
‘‘‘‘‘‘‘ A |
""""""""" A A K . .
"""""""""" RV SO o
........ ) A M:A
U A A
2 R
A
A
Class ¢,
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Image embeddings
at step s4

Class prototype at s4

Optimal class
boundary at step s4
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Challenges of CIL: naive fine-tuning

Step 54 Encoder ¢, Image embedding
@, (x)
¢1 :
Class ¢ ° Class c;
i ®
Input image from o’ o® 0
class ¢, € P; E D, ﬁ ® ‘: ® L
®eo o> I.l
' o © P (t
Represgntat/on ) . ul -@y+ .
drift Ky et A ¥R g
----- A o
,,,,,,,,,,, LA . =
Input image from Dy N e WA ‘; A‘ -
classc, € Py s A‘ A Ay
A A t!
A%, ,ug )
¢t’ A
Class ¢,
B Boundary shift
Step s; > 51 Encoder ¢, Image embedding

(Feillet, 2025) (%)
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Image embeddings
at step s4

Image embeddings at
step s > 54

Class prototype at s4
Class prototype at s

Optimal class
boundary at step s4

Optimal class
boundary at step s;
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Illustration: MNIST 2 by 2 classes

B
FEdREOEBAnAn

Step s Step s, Step s3 Step s4 Step s:
> python joint_expe.py Lep(x) = XR-1 =6,k log(px(x)), x €D
> python vanilla_expe.py Leg(x) = Ykt =8,y log (p;’i(x)), x € Dy

Ny.t : number of classes seen up to step s;

pr(x) : softmax score of model M, for input x and class k
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An overview of CIL algorithms

Architecture Parameter Loss Decision
update update function function
| Fixed | Fullfine- —enggossa-n J | Linear | brototvpes
backbone tuning Py classifier yp
variants )
Model Fixed Knowledge ML : SECelile
— — m TS — Mahalanobis — order
growth encoder distillation statistics
| Pruning || Partlal.flne- a Regqla- a LDA | Exemplar
tuning rization replay
a Conltrastlve a SVC a Gerréerlgtlve
[ Tutorial ] 0SS ptay
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Fine-tuning based CIL methods

Methods that update the parameters of the encoder as well as the classifier
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Replaying past samples

Replay

03/07/2025

Architecture

update

Fixed
backbone

Model
growth

—  Pruning

Parameter

update

Full fine-
tuning

s

N\

Partial fine-
tuning

Fixed
encoder

Loss
function

Cross-
— entropy and
variants

Knowledge
distillation

Regula-
rization

7

Contrastive

loss

Decision

function

Linear
classifier

( A

NCM,
Mahalanobis

eee
\, J

LDA

SVC
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Prototypes

Second
order
statistics

Exemplar
replay

Generative
replay
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MNIST 2 by 2 classes - Replay

REABREOEAnAn

Step 51 Step s, Step s3 Step 54 Step s

> python replay_expe.py

Lep(x) = Zgﬁﬁ —0y=x log (q,’é(x)),



Replaying past samples — How to select samples ?

e At random

* “Herding” (Rebuffietal. 2017) iniCaRL : rank samples by distance
to their class prototype and maintain a memory buffer of fixed size

* Compress samples : Most informative pixels, edge maps

- Use your favorite imbalanced classification method

NB: to evaluate methods, choose either a fixed total number of samples in the memory buffer,
or a fixed number of samples per class.
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Learning without forgetting (Li and Hoeim, 2017)

LwF Architecture Parameter Loss Decision
st update update function function
2016)
Fixed | Fullfine- i entfgossa'n J | Linear | brototvoes
backbone tuning Py classifier yp
variants
Model Partial fine- Knowledge Support second
— — . T —  Vector — order
growth tuning elisilEel Classifiers statistics
4 ) 4 . ) e \ e NCM, N e . \
— Pruning | Fixed | Regula- — Mahalanobis | Generative
encoder rization replay
|| Contrastive a LDA | Exemplar
loss replay
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24



MNIST 2 by 2 classes - LwF (Li and Hoeim, 2017)

REABREOEAnAn

Step 51 Step s, Step s3 Step 54 Step sg
> python distil _expe.py L=(1-p)Leg+ pLgp + Ry
New classes Old classes
Ny.t Ni:t—1
Lep(x) = z —8y=x log (Pﬁ(x)) Lip(x) = z —pi~1(x) log (p,ﬁ(x)) T2
k=Njy.t—1 k=1

https://www.nature.com/articles/s42256-022-00568-3/tables/2
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Balanced Softmax for Incremental Learning (Jodelet et al. 2023)

BSIL Architecture Parameter Loss Decision
Hodetet update update function function
2023)
Fixed | Fullfine- i entfgossa'n J | Linear | brototvoes
backbone tuning Py classifier yp
variants
Model Partial fine- Knowledge Support Second
B rowth | tuning [ distillation - Vector —| order
8 Classifiers statistics
. Fixed Regula- NCHM, : Generative
—  Pruning — — O — Mahalanobis —
encoder rization replay
|| Contrastive a LDA | Exemplar
loss replay
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Balanced Softmax for Incremental Learning (Jodelet et al. 2023)
Fixed architecture, continual fine-tuning, linear classifier. Training from scratch. Loss function:

L=(1-p)L¢g + pLgp, P =Ni_1/Nit

N1t Ni:t—1
Leg(x) = z 6, log (£ (x)) Lgp(x) = Z —pi~(2) log (pE(x)) 72
k=1 k=1
Balanced cross-entropy loss proposed by (Ren Fora given input, the KD loss constrains the
et al. 2020) for long-tail classification, adapted output of the current model to be similar to the

to EFCIL by Jodelet et al. (2023).

2t (%) Ny.¢ : total number of classes encountered from learning
ek _[e>0if k€[1,N4] steps sy to s;.
Z{V_l:t Aiezf(x) - ny else € : small positive value.
t=1 ng: number of training samples of class k.

qL(x) =
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CIL with a fixed encoder

Methods that update only the classifier
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Nearest Class Mean (Rebuffi et al. 2017)

Parameter

update

Full fine-
tuning

s

NCM Architecture
(Rebuffi
otal, update
2017)
Fixed
backbone
a Model
growth
— Pruning
03/07/2025

N\

Partial fine-
tuning

Fixed
encoder

Loss

function

Cross-
entropy and
variants

Knowledge
distillation

Regula-
rization

7

Contrastive
loss

\
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Decision

function

Linear
classifier

L2 or cosine
distance

— LDA

— SVC

Prototypes

Second
order
statistics

Exemplar
replay

Generative
replay
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Nearest Class Mean (Rebuffiet al. 2017)

Fixed architecture and encoder, prototype-based classifier.

Fixed Class
Encoder > matrix Ypred = argmin dist(uc, ¢(x))
[0) Ct 1<c=<N

€ RHXN

Computerized ~  —— [ LIl |

image x L /

Embedding /T :

®(x) € RH N classes

NB: Can be a strong baseline with a pre-trained encoder (Ostapenko et al. 2022)
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Deep Streaming LDA (Hayes et al., 2020)

BEIMLNIN Architecture Parameter Loss Decision
(Hayes et ) )
al., 2020) update update function function
: ( : ) | Cross- ( : )
Fixed | Fullfine- | entropy and a Linear | prototvpes
backbone tuning Py classifier yp
variants
(Model Partial fine- Knowledge NCM, , SECelile
— — ) un ATV — Mahalanobis — order
growth) tuning distillation statistics
Ll (Pruning) 1 Fixed | | Regularizati || LDA | | (Generative
encoder on replay)
| | Contrastive SVC | (Exemplar
loss replay)
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Deep Streaming LDA (Hayes et al., 2020)

Fixed architecture and encoder, prototype-based classifier.

jed Class Covariance matrix
Encoder > matrix Y € RHxH
0] C t
t
E RHXN

Computerized

image x ' o B
Embedding |

®(x) € RH N classes Bias ve;eclgor b; €

03/07/2025 PFIA 2025 - Continual learning tutorial

Vprea = argmin Ay, + b,

1<cs<N

WithA=[(1—-e)Z, +el]™?
(precision matrix)

1
b. = 5 (U - uch)
(bias vector)
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FeCAM (Goswami et al., 2024)

LW Architecture Parameter Loss Decision
(G;’f‘;"lam' update update function function
2024)
Fixed || Fullfine- i enggossf;n J Linear | brototvpes
backbone tuning Py classifier yp
variants
Model Partial fine- Knowledge ML : SECelile
— — ) e — Mahalanobis — order
growth tuning distillation statistics
| Pruning | Fixed || Regularizati | LDA | Generative
encoder on replay
|| Contrastive a Ve | Exemplar
loss replay
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FeCAM (Goswami et al., 2024)

Fixed architecture and encoder, prototype-based classifier.

Fixed Class
Encoder > matrix
() C,
€ RHXN
Computerized ~  —— [ LIl |
image x L /
Embedding /T :
®(x) € RH N classes

(1) Yprea = argmin(¢(x) — .uc)T () = pe)

1<csN

NB: a single covariance matrix is preferable if few samples per class are available

Covariance matrix
Zt € RHXH

(1)

or

Covariance matrix
of class ¢
zt,l € RHXH

~

matrix

(2)

N cov. mat.

(2) Yprea = argmin((x) — )" T L (600 — i)

1<csN

03/07/2025 PFIA 2025 - Continual learning tutorial
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Further challenges of CIL
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Impact of the incremental learning scenario

When CIL algorithms are tested in different incremental settings, no method outperforms all

others

Scenario (a): memory budget of 1.5M Scenario (b): memory budget of 3.0M
parameters, 20 steps x 5 classes each. parameters, 4 steps x 25 classes each.

MobileNet 325 426

T
ResNet 19:0"

19.6
AT

ShuffleNet

Classification performance in percent for various combinations of CIL algorithm and
backbone network, averaged over five reference datasets containing 100 classes
each in total. Best combination for each scenario is highlighted in purple.

= Need for a recommendation method to select the best combination of CIL algorithm and
backbone network depending on the scenario.

(IlWustration from ‘AdvislL, Feillet et al. 2022) (surveys: Belouadah et al. 2021, Masana et al. 2022)
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Impact of the initial training strategy

Different EFCIL methods may train the initial model differently: how does it impact performance?

EFCIL with initial EFCIL with pre-training on
classes only a source dataset
>

| =

-

e

(Petit, Soumm, Feillet et al. 2024)
03/07/2025 PFIA 2025 - Continual learning tutorial

Il  EFCIL algorithm

= Training data

I@ transfer

Source dataset D*

Target data stream
D - D1UD2U ..U Dk
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Modeling causal effects

Goal: Identify the primary factors that influence the performance of EFCIL algorithms.

Method: A statistical analysis using linear regressions (Ordinary Least Squares framework) to
model EFCIL performance metrics as a function of the experimental settings e.g.

Acc = By + B1Train + B,Incr + f;Data + -+ + €

- Short notation: Acc ~ Train + Incr + Data

- Acc : avg incr acc

- F: average forgetting
- Train: initial training strategy |
- Incr: EFCIL algo

- Data : data stream

- Accy : initial accuracy

]» Target/endogenous variables

- Explanatory/exogenous variables

(Petit, Soumm, Feillet et al. 2024)
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Modeling causal effects

Key findings
» the most significant factor affecting the

average incremental accuracy Acc is the
choice of initial training strategy Train.

» Upon controlling the impact of initial
accuracy Accq, the selected incremental
algorithm Incr has a greater importance.

» Regarding forgetting F, the incremental
algorithm Incr is the most influential factor.

Choosing the right initial model is highly
important for the accuracy of EFCIL models.
The EFCIL algorithm mostly impacts the stability
of the performance (ability to retain previous
knowledge while integrating new knowledge).

(Petit, Soumm, Feillet et al. 2024)

2

Model R? | variable | 7
[ Train 0.32 ]
Acc ~ Incr + Train + Data 0.69 Data 0.24
Incr 0.11
Acey 0.25
Acc ~ Accy + Incr + Train + Data || 0.81 [ Incjr e
Train 0.10
Data 0.06
Incr 0.61 ]
F ~ Incr + Train + Data 0.71 Train 0.06
Data 0.03

03/07/2025 PFIA 2025 - Continual learning tutorial

ANOVA results for each considered regression. Variables
are significant at p < 0.05 and ordered by decreasing
importance.
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Conclusion
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Architecture Parameter
update update

|| Fixed | Fullfine-
backbone tuning
a Model | Fixed

growth encoder

: Partial fine-

Pruning tuning

See list of references in appendix
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Loss
function

Ve

Cross-
— entropy and
variants

|\

Ve

Knowledge
distillation

Regula-
rization

Contrastive
loss

\

Decision

function
Linear
classifier
[ NCM, |

Mahalanobis

LDA

SVC
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Prototypes

Second
order
statistics

Exemplar
replay

Generative
replay
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Perspectives

* Back to frugality: focus less on memory and more on compute

* Synergies with domain adaptation, online learning / shallow
methods, novelty detection, few-shot CIL

* Explainability tools to track forgetting
* Continual learning for fondation models

EJ-'n_ Hands-on : visit
n_|: C https://gith m/EvalF/contin

03/07/2025 PFIA 2025 - Continual learning tutorial
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https://github.com/EvaJF/continual_tuto

Appendix
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